
 

  

 

 

 

 

 

 

 

 

LEVERAGING SPACK TO SUPPORT SELF-
SERVICE HIGH PERFORMANCE 

COMPUTING ON AWS 
 

 

HPC centers that move to the cloud face challenges with managing and optimizing 
high performance applications on a diverse and growing set of architectures.  
This whitepaper illustrates a tractable solution to address managing efficient use of 
local and cloud resources using AMD architectures, RONIN Cloud orchestration 
software and Amazon Web Services (AWS) together with Spack, an open-source 
package manager from Lawrence Livermore National Laboratory (LLNL).  
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INTRODUCTION 

On-premise high performance computing (HPC) clusters are common at both 
research institutions and commercial enterprises, yet many compelling reasons are 
driving momentum to augment local HPC resources with resources in the cloud. 
Researchers gain a competitive advantage by being able to use HPC in a cloud 
environment because it is scalable, provides access to cutting edge hardware, easily 
supports computational reproducibility, and is a global platform for collaboration. 
HPC data centers, though, manage and optimize software targeting their fixed set of 
architectures of their local resources. This can include managing many 
dependencies, combinations of build parameters, and different settings for each HPC 
package or workload. The challenge becomes managing the combinatorial explosion 
and chaos that occurs when clusters are created dynamically in the cloud. The 
modern HPC data center needs capabilities to manage workloads for a much wider 
range of CPU, GPU, and accelerator technologies beyond what is in their local 
resources. 
 
This whitepaper illustrates a tractable solution to address managing efficient use of 
local and cloud resources using AMD architectures, RONIN Cloud orchestration 
software and Amazon Web Services (AWS) together with Spack[1], an open-source 
package manager from Lawrence Livermore National Laboratory (LLNL). AWS 
provides global access to architectures such as AMD custom second-generation 
processors (C5a instances) and  third-generation AMD EPYC™ processors (HPC6a 
instances). RONIN provides a platform (built on AWS) that makes it easy for 
researchers to quickly create clusters for their research applications, without having 
to understand AWS. Finally, Spack is a tool developed to handle build complexity of 
HPC applications. AMD leverages Spack to provide recipes for popular HPC 
applications that use the AMD Zen Software Studio tools to optimize execution 
performance. RONIN incorporates Spack into every cluster that is created so that 
researchers can take advantage of Spack recipes to build efficient applications 
without being HPC experts. Together these technologies address the problem of 
management of bespoke HPC clusters.  
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THE OLD WAY 

 

HPC facilitators and users need to support multiple versions of applications on their 
clusters that are built with different versions of underlying libraries and compilers. 
When an application has multiple versions with multiple dependencies on networking 
and mathematical libraries, this can result in a massive effort to maintain just one 
package. Moreover, these different versions need to coexist in an environment 
where researchers mix and match the applications used in their analysis. Although in 
some domains a researcher may run a single, optimized package (for example, 
GROMACS[2] for computational chemistry, or OpenFOAM[3] for computational fluid 
dynamics), in many others the norm is to put together a pipeline of several 
applications (e.g., complex bioinformatics workflows).  
 
There are several approaches to this problem. Package managers such as apt-get 
and yum ensure that dependencies for a single application are met, and eliminate 
the time involved in installing code from instructions provided on the developer web 
site. However, they are not intended to optimize compilation, and they do not 
themselves support virtual environments (to help researchers keep their software 
straight without conflicts). Many sites use modules [4] to handle loading and 
unloading of different pre-built versions of software into the environment. Similarly, 
Anaconda [5]  is a popular package manager that helps to install and manage 
packages, with support for virtual environments.  
 
Software containers [6]  are another approach to providing access to multiple 
versions of software on HPC clusters. Containers can manage software and 
dependencies for even complex workflows to allow researchers to run and reproduce 
optimized workflows similarly to the way they might use virtual machines. For 
example, shifter [7] and singularity [8]  are Docker-compatible container platforms 
that are specifically designed for use on multi-user HPC platforms. However, despite 
their portability, containers can be difficult to modify or rebuild to support different 
libraries or workflows.  
 
For the end user, different HPC data centers will be managed differently, with 
different schedulers, different software applications, and different commands for 
accessing them. Most will expect that users have familiarity with the Linux command 
line, and such technical training is inconsistent across scientific domains. This results 
in the situation where researchers have difficulty moving from one HPC system to 
another as they move to different academic positions or collaborate with new teams, 
simply because they cannot bring their batch scripts unaltered into the new 
environment.  
 
HPC on AWS, because it is infrastructure as code, brings obvious advantages to both 
researchers and institutions. Researchers have access to the most recent and fastest 
hardware. They can install any software they need and package their clusters for 
reuse at scale. Clusters can grow and shrink dynamically as needed and researchers 
can change the infrastructure when needed. Security can be literally programmed in. 
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This technology enables researchers to conduct research and collaborate at a global 
scale. However, this technology drastically changes the demands of HPC data center 
managers, who now need to support multiple individual clusters and/or shared 
clusters with at least as many software and hardware configurations as researchers, 
with all the complexity of cloud computing underlying it.  
 

 

A NEW WAY 

HPC on AWS is an opportunity for research computing that presents challenges. One 
solution to these challenges is to use automation to give researchers the capability 
to support themselves. This is an approach taken by AWS partners AMD and RONIN, 
who both leverage Spack [1], to automate building and installing scientific software 
on diverse architectures.  
 
Performance is of paramount importance for on-premise HPC hardware, where there 
are only a limited amount of resources. In cloud environments with flexible 
resources, price/performance often becomes more important, to minimize the cost 
per scientific result. This motivates selection of architectures such as Amazon EC2 
Hpc6a Instances, powered by 3rd-generation AMD EPYC processors, and connected 
by Elastic Fabric Adapter (EFA), a network interface that provides low latency 
100Gb/s network bandwidth for inter-node communication. As of this writing, these 
instances currently offer the best price/performance for compute-intensive HPC 
workloads.  
 
However, to achieve the best possible price/performance on this (or any) 
architecture, the scientific software and the numerical and communication libraries it 
depends on need to be built and optimized directly from the source code. Selection 
of the best flags and dependency versions is often developed by an HPC expert with 
deep understanding of the computer architecture, network fabric, and the code 
itself. Few HPC data centers have enough such experts on hand to help with the 
vast variety of research codes and new instance types; there is a widening demand 
for HPC skills [9]. But with Spack, the recipe to compile a code can be captured and 
shared among Spack users, making it possible for anyone to leverage this expertise 
(resulting in lower support overhead) and the benefits of optimization (resulting in 
real cost savings).  
 
Spack automates this workflow with three key components:  

1. A command-line tool, which allows users to build software packages on 
demand. 

2. A repository of over 6000 (as of this writing) templated package 
recipes. 

3. A specification language with which users can customize builds. Below 
we describe how Spack is used by users, AMD, RONIN and by HPC 
system administrators to create a true high-performance on demand 
environment.  
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SPACK USER EXPERIENCE 

The user interface to Spack is as simple as: 
 
spack list 

 

to identify the list of packages that are available to a spack user. By default, these 
packages are contributed to Spack’s built-in repository. Each package is described by 
a Python package file, which allows compiler and library versions to be specified as 
parameters.  
 
Consider compiling and installing a package, such as the popular computational fluid 
dynamics application OpenFOAM. To install OpenFOAM using Spack, a research 
would give the command: 
 
spack install openfoam@2106 

 

Here, the 2106 after the @ sign designates the desired version of OpenFoam. Spack 
allows multiple versions of the same package to be installed on the same system, 
and the user can install and select the one that they want. When a user runs an HPC 
application, they can specify and track the version they wish to use. This makes it 
possible to easily reproduce the computing steps required to generate a scientific 
result.  
 
Spack can be informed about compilers and libraries to be used in recipes. To 
compile OpenFOAM using gcc version 10.3.0, one would use the command: 
 
spack install openfoam@2106  %gcc@10.3.0 

 

The same version of a package can be installed with different compilation options. 
To compile OpenFOAM using the AMD Optimized C/C++ Compiler (AOCC) version 
3.2.0, one would instead type: 
 

spack install openfoam@2106  %aocc@3.2.0 

 

Although packages may have specific configuration options, typically to run a 
package after it has been installed, a user loads it and its dependencies as follows: 
 

spack load openfoam 

 

The spack load process works similarly to module files, which ensure that the loaded 
packages are placed on the execution path and any shell environment variables are 
set correctly.    

SPACK AND THE AMD ZEN SOFTWARE STUDIO 
AMD invests in an optimized compiler and math and AI libraries that can make best 
use of AMD’s CPU architecture. For example, the AMD Optimized C/C++ and Fortran 
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(AOCC) compiler system is a high performance, production software generation tool 
optimized for AMD processors based on the AMD “Zen” core architecture. The AMD 
Optimizing CPU Libraries (“AOCL”) are a set of numerical libraries optimized for AMD 
processors based on the AMD “Zen” core architecture. These and other tools 
comprise the AMD Zen Software Studio.  
 
By leveraging Spack and publishing AMD-specific command-line recipes that leverage 
the AMD Zen Software Studio, AMD is able to deploy a validated, performance-
optimized combination of configuration flags for the compiler, libraries and 
application to build complex HPC applications without burdening the user to know 
the details of each component. AMD has done the heavy lifting for a given 
application to simplify the user’s experience. Information about using Spack with 
HPC applications on AMD architectures is available at 
https://developer.amd.com/spack/. 
 
Other system elements influence an application’s performance, such as memory 
capacity and speed, or inter-node networking. When called on for support of 
performance attainment, having the common baseline established by an 
application’s Spack recipe helps the parties focus on those system elements without 
first having to validate a traditional, non-Spack-enabled build of the application.  

SPACK AND RONIN 

RONIN provides researchers with an easy graphical user interface, leveraging AWS 
ParallelCluster in a secure environment, to create a cluster. This is important 
because a critical element of leveraging HPC on the cloud is that it be relatively easy 
for researchers to create computing infrastructure.  
 
Researchers can select any supported instance types and associated networking 
fabric. For example, Figure 1 shows how to configure a cluster using a small AMD 
instance for the head node and larger ones for the compute nodes. Clusters 
themselves are single-user, but RONIN provides a packaging capability to allow 
clusters to be saved, shared among RONIN users, and re-launched with any new 
software or data that has been packaged with them. This enables researchers to 
easily share and reproduce their results. Large data sets can be detached from the 
cluster and reattached or pulled from other sources such as AWS S3 buckets.   

https://developer.amd.com/spack/
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Figure 1. Key parameters for creation of a RONIN cluster.  
 
Every cluster created in RONIN comes with Spack installed and configured for this 
dynamic environment. The default location in RONIN for Spack software installations 
is a detachable application directory (/apps), making it possible for researchers to 
build and test many versions of applications as they progress in their research and 
bring their applications along to new architectures.  

SPACK BINARY CACHE 

Compiling a package and all its dependencies can take many hours, a drawback in a 
pay-as-you-go environment where optimization may not pay off for running the code 
just a few times.  
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To amortize the cost of code compilation across multiple executions, Spack allows 
users to specify a binary cache. A binary cache contains pre-built binaries that can 
be pulled down and used without having to re-compile. The packages can be 
optimized using the latest compilers and targeted at specific architectures. For 
example, AMD EPYC’s “target=<zen3>” option would be specified for building on 
AMD EPYC processors using Zen 3 processor cores (like those found on HPC6a 
instances). 
 

This binary cache can be shared across clusters and across organizations, allowing 
simple cluster administration, similar to the old method of having a /apps shared 
directory. To get started with this approach you can create a binary cache on AWS 
as follows (assuming your-binary-cache is the name of an S3 bucket you own): 
 

spack mirror add your-binary-cache s3://your-binary-

cache/spack 

mkdir cache && cd $_ 

 

spack env create -d . 

spack env activate -p . 

 

spack add openfoam@2106 %aocc@3.2.0 

 

spack concretize -f 

spack install -j 24 --reuse --no-cache 

 

spack buildcache create -a -f -r -k "Name of Binary Cache" -m 

your-binary-cache --rebuild-index openfoam@2016 

 

Once the build-cache is created, users can use it by adding the S3 bucket and 
trusting the gpg key: 
 

spack mirror add your-binary-cache s3://your-binary-

cache/spack 

spack buildcache keys --install --trust --force 

 

Now that the build cache is created, users can install pre-built binaries as follows: 
 

spack install --reuse openfoam@2106  %aocc@3.2.0 

 

The build-cache can be configured once on a RONIN cluster, and then the cluster 
can be packaged and deployed using the RONIN cluster packaging capability, with 
permissions to access the binary cache at the level of an individual, project, or site. 
Pulling a precompiled binary from a cache normally takes minutes, in contrast to the 
hours that may be required to compile a large package and all its dependencies. At a 
sitewide level, a binary cache can easily amortize compilation costs across users.  
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ILLUSTRATION 

Here we illustrate the cost savings that can be realized through the tooling above 
using OpenFOAM®. OpenFOAM is a popular open-source toolbox that is commonly 
used to solve computational fluid dynamics (CFD) problems. These types of 
problems are common in engineering research, where numerical solutions to the 
flow of fluids (liquids and gasses) across surfaces is of interest. CFD is applied to 
research questions in many diverse fields, including aerodynamics, weather, and 
heat transfer. The algorithms used in CFD typically run on many cores that require 
tightly coupled communication and fast networks.  
 
As of this writing, OpenFOAM is one of the top 10 single applications in terms of use 
of cycles [10] on the Extreme Science and Engineering Discovery Environment 
(XSEDE) [11] (currently transitioning to the National Science Foundation's Advanced 
Cyberinfrastructure Coordination Ecosystem: Services & Support (ACCESS) 
program). This is a collection of high performance computing resources that can be 
requested by almost all university and non-profit researchers in the US. 
 
We show how researchers and/or HPC support staff might install and provide 
OpenFOAM to researchers in a way that can take advantage of the Spack recipe to 
compile and optimize the application. We consider installation on Ubuntu, because it 
is a popular Linux distribution, and are using OpenFOAM version 2106. The instance 
types we examine are the widely available c5a instance, based on AMD custom 1st 
generation processors, and the new hpc6a instance, based on third-generation AMD 
EPYC™ processors. As of this writing, the hpc6a is available in the US East 2 (Ohio) 
and US GovCloud West regions, with plans for expansion. For a comprehensive 
performance analysis of OpenFOAM, see this blog post. 
 

We ran a small benchmark that is part of the OpenFOAM tutorial test-case collection, 
with 1.9M cells and 250 iterations.  Hyperthreading is disabled on the hpc6a with 96 
physical cores, and we used lscpu to disable virtual cores on the c5a instance at 
runtime (32 physical cores). As described earlier, to install a specific version of 
OpenFOAM using Spack, Spack system defaults, and the Spack recipe supported by 
OpenCFD Ltd., one would create a cluster of the desired instance type, and would 
run: 
 

spack install openfoam@2106 

 

One can also use the AMD Toolchain with Spack, which will include the AMD 
Optimizing C/C++ Compiler (AOCC)  and AMD Optimizing CPU Libraries (AOCL).This 
process is described on AMD’s Developer Central resources.  The command line for 
this leverages the same spack recipe but specifies that the default compiler should 
be aocc 3.2.0 with target architecture zen3, that it should use amdfftw version 3.1 to 
build, adios2 without Fortran, cgal version 4.13, and openmpi version 4.1.1 with 
variant fabrics=auto.  
 

https://aws.amazon.com/blogs/hpc/getting-the-best-openfoam-performance-on-aws/
https://developer.amd.com/spack/amd-optimized-c-cpp-compiler/
https://developer.amd.com/spack/amd-optimized-c-cpp-compiler/
https://developer.amd.com/spack/amd-optimized-cpu-libraries/
https://developer.amd.com/spack/hpc-applications-openfoam/
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spack -d install openfoam@2016 %aocc@3.2.0 target=zen3 ^amdfftw@3.1 

^adios2~fortran ^cgal@4.13 ^openmpi@4.1.1 fabrics=auto 

 

Using a binary cache, both versions can be made available to a researcher to 
instantaneously choose and install, supporting multiple HPC architectures 
simultaneously. If HPC facilitators wish to make it even easier for researchers to 
identify the optimized packages for the architecture, without worrying about the 
installation commands, they can use RONIN to create an OpenFOAM organizational 
package that selects and loads the latest package for the specific architecture.  
 
On a 96 core hpc6a instance, we obtained 350 iterations per minute. Given the 
relative prices of the HPC-optimized hpc6a instances and the c5a instances, the 
hpc6a instances are able to run this benchmark for a third of the cost of c5a 
instances.  
 
Finally, an important step after running OpenFOAM is visualizing the results. The 
cluster head node that we created may not have a GPU and may not be powerful 
enough for visualization. In RONIN, users can easily convert the head node to a 
GPU, connect to it using a secure remote desktop through the RONIN LINK desktop 
application (Figure 2), and visualize data using a program such as ParaView without 
having to move data (Figure 3). This provides a level of usability that is difficult to 
achieve otherwise.  

https://blog.ronin.cloud/ronin-link/
https://blog.ronin.cloud/ronin-link/
https://www.paraview.org/
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Figure 2. Launching a remote desktop using RONIN LINK.  

 
Figure 3. Visualization of OpenFOAM results using ParaView.  
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CONCLUSION 

The advantages of being able to leverage the flexibility of AWS for research 
computing and high-performance computing are clear, but they stress existing 
processes of HPC software management. We motivate an end-to-end solution that 
uses AWS and the RONIN research environment to run an optimized HPC code on 
advanced AMD architectures. This solution uses Spack to support self-service 
research computing, enabling high performance research to scale to the diverse set 
of architectures on the cloud. The ability to amortize build times across multiple 
users by leveraging the Spack binary cache reduces infrastructure cost. Meanwhile, 
Spack dramatically reduces the human time and expertise required to manage the 
complexity of building and optimizing application stacks across an architecturally 
diverse and powerful HPC ecosystem on AWS.  
 
To learn more about the self-service HPC capabilities of RONIN, visit ronin.cloud.  
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